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Introduction to OCP HPC : https://www.youtube.com/watch?v=doYYZzWvZ-Q
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Energy Centric Computing
• Data Movement consumes the most energy in computing


• And provides ZERO utility

• Energy Centric Computing guiding principles are  :-


1. Minimize Power when Data is Idle

2. Don’t Move the Data Unless you absolutely have to 

3. When Data has to Move, Move it as efficiently as possible 


• Our Guiding light……..

The Value is in the Data!
& Processor Cores can often be effectively Free….

So “distribute” them freely!
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Energy Centric Computing 
Success Story : Mobile Phones
• Very Application Specific

• Seriously constrained real estate

• Goal: Ultimate Performance/Watt

• Performance Constrained by Power


• Typically ~1 Watt

• Domain Specific on Silicon


• Many Heterogenous Processors

• Best Optimization in a Monolithic die

• Ultra Low power interfaces to 

neighboring components 
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Energy Centric Computing 
Heterogeneous Chiplet Ecosystem 
• Domain Specific on Package 


• High Bandwidth Memory, HBM

• Multiple Heterogenous Processors


• OCP ODSA Subproject Chiplet 
Standardisation


• Constrained physical Composability

• Goal: Performance 

• Performance Constrained by Power


• Up to 700Watts+ (NVidia H100)

NVidia 
H100
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What about a “System Level” Energy 
Centric Computing Approach? 

Disaggregated Racks

Energy Efficient?!

Proprietary Implementations
Hyperconverged HPC Nodes
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Typical Server IO Energy Diagram
• Energy normalized to picoJoules per bit, pJ/b


• 1 Terabit/s at 1pJ/bit = 1 Watt Power consumption 
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Frontier - IO Energy Example
• Fixed Heterogeneous Node 

Topology

• What If Application needs 6 xGMI 

channels from CPU to 1 MI250X?

• 4x Lanes route via other M250X’s


• A Lot of Wasted Energy

• vs 6 directly connected Lanes


• What if application needs Deeper & 
more memory Bandwidth & less IO 
Bandwidth on the CPU? 64GB DDR4-3200

64GB DDR4-3200

8 Channels
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High Bandwidth  
Memory Pooling Data Plane Fabric

OCP HPC - “System Level” 
Energy Centric Architecture Vision
• Tightly Couple Compute with ALL/ANY Memory Types

• Efficiently share Processors Near Memory with Other Processors

Many TeraBytes of 
Volatile Memory and / or 

Persistent Memory and / or 
Filesystem Storage Memory

Pluggable 
System Level 3D 
Building Blocks

Lowest Power (~1pJ/bit),  
Lowest Latency, High 

Bandwidth Pluggable Near 
Memory Interface

High Performance Processor

Memory Subsystems will 
include Distributed Compute 
capability with tiny embedded 

Processors

Hand off Point to Silicon Photonics  
A Shared Memory Buffer Interface  

NOT A Processor Interface
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High Performance Computing 
Module, HPCM
• Modular, Flexible and Composable Module - Protocol Agnostic!


• Memory, Storage & IO interchangeable

• depending on Application Need

OCP HPCM 
Top & Bottom View

HPCM Interconnect for all Processor / Switch types 
16x EDSFF 4C/4C+ + 8x Nearstack x8 Connectors 

Total of 320x Transceivers

Example HPCM Bottom 
View Populated with  

8x E3.S Modules,  
2x OCP NIC 3.0 Modules,  
4x TA1002 4C Cables &  
8x Nearstack x8 Cables
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OCP HPC Update

11



Connect. Collaborate. Accelerate.

AI needs Memory Bandwidth & 
Capacity!
• AI and the Memory Wall Blog


⎻ From UC Berkeley’s RISELab

https://medium.com/riselab/ai-and-memory-wall-2cb4265cb0b8
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Replicate Summit Node 
CPU /  Accelerator 
Architecture 
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Summit HPC Machine Overview
• NVLink Channels could also be 

configured as OpenCAPI 
Channels
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Summit Node Type with POWER10 & FPGAs
• AI-ML Big Data Configuration - 38TB Memory @ 5.8TBytes/s
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Build POC Processor HPCMs
• IBM POWER 10 - Block Schematic

288x of 320x Transceiver Lanes in Total 
32x PCIe Lanes, 128x OMI Lanes 

128 SMP / OpenCAPI Lanes

EDSFF TA-1002  
4C / 4C+ 

Connector

IBM POWER10 
Single Chiplet 

Package

8 88 8

= 8 Lane OMI Channel
= SMP / OpenCAPI Channel
= PCIe-G5 Channel

Nearstack PCIe 
x8 Connector
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E3.S

Up to 
512GByte 
Dual OMI 
Memory 
Modules

E3.S

Up to 
512GByte 
Dual OMI 
Memory 
Modules 

Cabled SMP / OpenCAPI

SMP/OpenCAPI SMP/OpenCAPI

SMP/OpenCAPI SMP

8 88 8
SMP/OpenCAPI

SMP/OpenCAPI SMP/OpenCAPI

SMP

SMP SMP

SMP
16

SMP
16

16 16

16

NIC 3.0 x8

OR  
Cabled IO

8

E3.S

NVMe 
SSD 

Modules

HPCM
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Build POC Processor HPCMs
• Xilinx Versal Premium - VP1802 - Block Schematic

168x of 320x Transceiver Lanes in Total 
24x PCIe Lanes, 4x 32G Configurable Lanes, 

140(70)x 56G(112G) Configurable Lanes

EDSFF TA-1002  
4C / 4C+ 

Connector

Xilinx Versal 
Premium 
VP1802 

65mm x 65mm 
Package 

Universal Joint 
Interface HPCM

8 88 8

Nearstack PCIe 
x8 Connector
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Cabled Topology 
Interconnect
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= Soft IP Configurable - Ethernet (up to 112G/txr), OMI, PCIe/CXL, etc
= PCIe-G5 Channel - Hard IP
= Soft IP Configurable - OMI, PCIe/CXL, etc up to 32Gb/s

HPCM
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HPCM BMC & SideBand Management Architecture

Xilinx Versal 
Premium 
VP1802 Sideband Signals, 11 IO’s, 9 GPIO + 1x I2C Bus

PCIe
ICE40

ICE40

ICE40

ICE40

ICE40

ICE40

ICE40

ICE40

Lattice FPGA 
LFCPNX-100  

BMC Controller

P10  LPC, FSI & PCIe-G2 x1

SWA - Single Wire Sideband Aggregator
IBM POWER10 
Single Chiplet 

Package

ICE40

Power Sequencing 
and Monitoring  

circuits etc

OR

LVDS Tunneling Protocol Interface, LTPI

HPCM Common BMC 
& Sideband Circuit

• Will be designed to integrate with DC-SCM Module in OAI Chassis
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Summary
• OCP HPC SubProject is focussed on creating 


• An Energy Centric Computing Architecture that is 

• Open, Modular, Flexible & Composable 


• Call to Action

• We’re Looking volunteers to help bring this to reality

• And funding sources to help accelerate our progress

OCP HPC SubProject WIKI : https://www.opencompute.org/wiki/HPC
OCP HPC Mailing List : https://ocp-all.groups.io/g/OCP-HPC 

Allan Cantle : a.cantle@OCProject.net
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